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Summary 

Machine learning, data mining, deep learning and artificial intelligence (AI) are technical 
approaches to automated analysis and problem solving that are being both employed and 
marketed in the geosciences and beyond. While these terms are sometimes misapplied or over-
hyped, automated data analysis techniques are important in the geosciences and will be more 
important in the future. At the same time, geoscientists—or anyone responsible for evaluating, 
discussing, promoting or advising on the output of such a system—must have fundamental 
knowledge of data analysis in order to responsibly treat such automated systems. After all, the 
machines work for us, we do not work for the machines. Moreover, if we are to be responsible for 
the results, some background is in order. This is as much a professional responsibility as it is a 
technical necessity. 

This talk will cover elements of fundamental data analysis techniques such as correlation, 
statistical measures of significance and basic statistics. We will do this with some very simple 
datasets and involve the audience interactively (but in non-terrifying ways). One of the barriers to 
competence has always been fear of taking that first step of learning the fundamentals. This talk 
will help us take that step and initiate the learning process. We will also not attempt to be 
exhaustive—this is the learning before the machine learning, and it is best done a step at a time. 

With that in mind, we focus on multi-linear regression, the correlation coefficient, and significance 
testing, and present an example of their use. 

Professional and practical reasons to build strong fundamentals 

To be a professional is to be responsible for one’s work and their advice. And giving advice is 
something that professional geoscientists do every day. It is the reason for their employment, their 
role—to analyze, estimate and predict the parameters of the earth. If their work leads to a neural 
network, data mining, AI, or machine learning project, the geoscientist will still be responsible for 
the methods and accuracy of the work. Giving advice or representing a result means taking 
responsibility for it. This makes a fundamental understanding of data analysis methods a 
professional responsibility. 

This talk will not attempt to unravel the jargon and differences between machine learning, deep 
learning, and AI. All data analysis involves a gathering of data, a vetting of it and a search for data 
relationships. That is, all of these methods have a similar starting point, and are not so different 
as some of their more ardent proponents may proselytize. By beginning with a few fundamentals, 
we will open the door to a less terrifying pursuit of any and all of these fields. 

This talk is a guide, here is a guide to follow-up reading 

Even learning one new thing in depth is unlikely in a 20 minute talk, no matter that the subject is 
fundamental. Although many books and papers have been devoted to basic data analysis and 
the analysis of geoscientific data, it is useful to have a simple map of what to read. In the next two 
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figures, we present a limited number of useful references to this subject. There are many other 
papers and books that could do the job, and this should be considered one notion of what to read 
first. Note that we do not touch on machine learning, AI, or deep learning in these references. 

 

 

Certain references for basic data analysis. Many other alternative or additional resources exist. 

A second set of references is also provided that either describe issues and ideas around the 
subject of data analysis and decision making or show an example of how seismic data may be 
extracted for comparison to geologic and engineering data. 
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Certain references for geoscientific applications and decision making related to data analysis. 
Many other alternative or additional resources exist. 

AI, machine learning, and making the most of the human advantage 

One thing that humans do very well is intuitively use alternate sources of information to temper 
their predictions. We choose one result over another by bringing outside information, or 
conditional probability to the problem. As Ulrych et al (2001) said, “We live our lives while 
implementing Bayes’ theorem.” When performing analysis of data concerning the earth, 
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geoscientists have at their disposal a tremendous body of background information. This should 
be used to the utmost when analyzing data—even when those methods of analysis are statistical.  

We must bring all our knowledge as geoscientists to the problem of data analysis—not to close 
our minds, but to use the other things we know to aid in the analysis. This is an advantage unique 
to human subject matter experts. 

Descriptive statistics 

The discussion of basic statistics in this work largely borrows from Hunt et al (2014), an open 
source peer-reviewed article, which is itself largely standard in language and formulation. 

Each variable, whether is porosity, permeability, thickness, pressure, fluid saturation, minerology, 
or anything else relevant will have some descriptive characteristics. We may acquire the 
descriptive statistics of these parameters—hopefully with sufficient sampling. Any analysis of 
geoscientific characteristics should begin with an understanding of the descriptive statistics. 
These include: 

• Mean, median, mode 

• The range of each variable 

• The standard deviation of each variable 

• The distribution of the variables 

Why is this important? Let us consider range, for example. If we are in an area where the range 
of porosity is between 14% and 15% with a standard deviation of less than 1%, and the thickness 
is between 5m and 50m thick with a standard deviation of 20m, which variable is likely the most 
important to focus on? 

A simple knowledge of the shape, size, and variability of the relevant variables can help guide 
where investment and enquiry should be directed. 

Linear and multi-linear regression 

It may be argued that many relationships in engineering and geosciences are not linear, and non-
linear methods should always be considered. Some might also argue that principal component 
analysis is appropriate when there is a proliferation of variables, particularly when they may be 
related (or not truly independent). Despite this, we use linear regression as our primary tool, and 
the study of the correlation coefficient as our primary means of evaluating the significance and 
potential usefulness of the predictions. Linear regression and multi-linear regression are useful, 
simple starting points. They are fundamental and quite often illustrative. Other, more complex 
methods may follow. 

Rodgers and Nicewander (1988) argue that linear regression and the Pearson correlation 
coefficient are together perhaps the most important statistical techniques used in experimental 
science. These techniques are used pervasively in biometry and psychometrics, as well as in 
earth science. Linear regression and the correlation coefficient are tools to describe or define the 
relationship between two observed variables, X, and Y, which are a typically a sample rather than 

a population statistic. The estimate of the sample means for X and Y are X , and Ȳ respectively, 
and there are n samples. The estimate of the standard deviations of the two variables are denoted 
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as sx, and sy, and the variances can be denoted as s2
x, s2

y. The correlation coefficient is often 
written in this form: 

 r =  =

n

i 1
[(Xi - X ) (Yi - Ȳ)] / [ =

n

i 1
(Xi - X )2   =

n

i 1
(Yi - Ȳ)2]1/2   (1) 

Which can also be written: 

 r = COVxy / sxsy        (2) 

Rodgers and Nicewander (1988) define 13 ways of interpreting the correlation coefficient, but 
formula (2) has a simple interpretation. The correlation coefficient is the standardized covariance. 
The covariance of two variables is highest when they vary together: a high value of X yields a 
high value of Y, or the opposite. When the variables change in a connected fashion, they covary; 
the covariance is high. Division by the product of the standard deviations normalizes the 
covariance so that the size of the values is immaterial. The values of the correlation coefficient 
are between plus and minus 1. 

We briefly describe linear regression in relation to the correlation coefficient (Sokal and Rohlf, 
1995). In linear regression, a dependent variable Y is being predicted by an independent variable 
X, and their functional relationship can be written: 

   Ŷ = bo + b1X       (3) 

Ŷ is the estimate for Y. The weights of the b terms bo and b1 are determined from the least squares 
normal equations, and have the objective of minimizing the error in estimating Y (Davis, 1986): 

    =

n

i 1
(Ŷi-Yi)2 = minimum     (4) 

Equation (4) can be expanded to include many variables, in the following way: 

   Ŷ = bo + b1X1 + b2X2 + ... + bmXm     (5) 

As Hampson et al (2001) showed, multi-linear weights can be solved using an expanded version 
of the normal equations used in single variable regression. 

A quality, or goodness of fit measure of the line to the points Yi is defined by (Davis, 1986): 

   R2 =  =

n

i 1
(Ŷi-Yi)2 /  =

n

i 1
(Yi-Ȳ)2    (6) 

R2 is given the term coefficient of determination (Rodgers and Nicewander, 1988). It is 
mathematically equivalent to the square of the correlation coefficient term, r. 

Significance 

More than one technique should be used when deciding that a correlation between variables is 
significant. Many of these techniques can be performed without mathematics.  

The first of these non-mathematical checks for significance is that the data is related by a 
hypothesis rather than only a correlation coefficient. Our scientific method is, by its nature, an 
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exercise in inductive confirmation, and as such a hypothesis must come before data. Hughes et 
al (2010) emphasize that data alone does not make an argument. Data comparisons should 
ultimately have some form of justification. The possibility of a correlation by chance or noise in 
the data becomes higher when we compare data with no reasonable claim of physical or causal 
relationship. 

In corollary to an appeal to hypothesis is geological and engineering understanding. While 
scientific enquiry must always be open to the unexpected (or few new things will ever be learned), 
the geoscientists’ best advantage in data analysis is their understanding of the earth and earth 
processes. Investing time and effort in thinking what data relationships should or might exist from 
the perspective of geology and physics should not be overlooked. 

The second non-mathematical technique is observation of the scatter plots of the data being 
related. Observation alone may suggest that the data has a non-linear relationship, which should 
be addressed, or that the correlation is being driven by a very few outliers (Davis, 1986). 

Fisher (1935) introduced objective mathematical significance testing of correlation coefficients. 
His approach was to test the null hypothesis that the correlation coefficient could have been found 
by chance. Fisher's null hypothesis, applied to the correlation coefficient, is stated: 

 Ho: r = 0        (7) 

Statistical work is performed to evaluate the strength of the evidence against the null hypothesis 
in the form of a probability. The probability being measured is called a p-value, which represents 
the probability of observing a correlation coefficient as far from zero as the one observed, under 
the assumption that the null hypothesis is true. If the p-value is achieved, statisticians (and we) 
suggest that the null hypothesis should be rejected (Davis, 1986). Choosing the p-value hurdle is 
subjective and should be practically viewed relative to the number of variables being studied and 
the size of the statistical sample. 

A humorous video describing the p-test may be found here: 

 https://drive.google.com/file/d/1mG9I4ZN5L1g3UOunaOPatYGJ4mG3ahaZ/view?usp=sharing  

This example is a James Bond parody of Fisher’s famous 8-cup tea experiment (1935). 

There are other more sophisticated hypothesis tests, such as the Neyman-Pearson method (Stern 
and Smith, 2001) which involve alternative hypothesis testing. This more sophisticated approach 
is unlikely to be helpful or practical at this stage of our enquiry. The relationship between 
correlation coefficients and p-values depends also on the sample size. The larger the sample 
size, the more certain the correlation coefficients become, and the lower the correlation coefficient 
must be to pass a given p-test. We define the p-values with a two-tailed sample size dependent 
test statistic called the Student's t distribution, which looks a lot like a normal distribution, except 
that it has a wider tail (Davis, 1986).  The smaller the sample size, the broader the t-distribution 
becomes. The so called t-test is very commonly used in evaluating correlation coefficients, and is 
what Kalkomey (1997) used in her discussion on correlation coefficients and p-values for multi-
variate analysis. 

 

https://drive.google.com/file/d/1mG9I4ZN5L1g3UOunaOPatYGJ4mG3ahaZ/view?usp=sharing


 

 

GeoConvention 2022 7 

Stepwise regression of multi-variables 

    We expect that production is a multi-variate problem involving pressure, permeability, and other 
variables. Moreover, we expect that some of the key production controlling variables themselves 
can only be predicted indirectly through the use of several variables. We must therefore eventually 
employ multi-variate analysis.  We employ simple multi-linear regression as defined by equation 
(5). The key question is how do we decide which variable to use in our multi-linear regression 
model? We employed a method called forward step-wise regression (Davis, 1986). The method 
is described as follows: 

1. Test all variables for correlation coefficients with single variable regression. 

2. Choose the single variable with the highest correlation coefficient. This variable, called the 
first variable, and its regression formula define the best single variable production 
prediction model.  

3. Perform a p-test. If the p-test is passed, continue. 

4. Perform two variable regression, using the single variable chosen in step #2 and, in 
succession, each of the remaining variables. The variable, that when used with the first 
variable, gives the highest correlation coefficient is chosen as the second variable. These 
two variables and their regression formula define the best two variable production 
prediction model. 

5. Perform a p-test. If the p-test is passed, continue to the best three variable test. 

This process continues until the p-test is failed. 

Cross-validation 

Another method of estimating the correct number of attributes to use in a multi-variate study is 
called cross-validation. The method differs from p-testing in that it evaluates the actual predictive 
capabilities of the regression formulae. The idea is to evaluate the effect of overtraining and 
outliers on the predictive solution by dividing the sample into two groups, one in which the multi-
linear weights are calculated, and another, hidden group, upon which the weights are tested in a 
predictive fashion. The predictive error is calculated for the hidden group. The prediction error we 
calculate is the total error in prediction from equation (4) divided by the number of samples, 
making it an rms average of the error: 

 R2 = 1/n  =

n

i 1
(Ŷi-Yi)2       (8) 

As in Hampson et al (2001), we express the results in terms of a percentage error from the sample 
mean of production. The simplest method of cross-validation is called ‘leave-one-out-cross-
validation’, which is used in conjunction with step-wise regression. The method follows: 

1. Take the best single variable.  

2. Choose one well from the sample as the hidden well.  

3. Calculate the regression weights using all wells except for the hidden well.  
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4. Use the regression formula to predict production for the hidden well.   

5. Record the predicted value and the prediction error for the hidden well.  

6. The hidden well goes back into the regular sample group and another well is chosen as 
the hidden well.  

7. Repeat the calculation of regression weights with the new sample and apply them to 
predict the production of the new hidden well.   

8. Record the predicted value and the prediction error for the new hidden well.  

9. Repeat this process until all wells have been the hidden well one time.  

10. Calculate the rms average prediction error for the single variable cross-validation test 

11. Perform the same process for the best two variables from the step-wise regression 
analysis.  

12. Calculate the rms average prediction error for the two variable cross-validation test 

13. Continue this testing process for the best three variable solution, and so on. 

14. Plot the rms average error versus the number of variables in the solution. When the error 
bottoms out, or its downward slope is significantly reduced, the optimum number of 
variables has potentially been found. 

The predictive error calculated in formula (8) always decreases with increasing number of 
variables when the same sample is used for regression analysis and for prediction. With cross-
validation, this is not the case. Prediction error calculated with our method of cross-validation will 
typically bottom out or reach a minima when the number of variables in the solution is optimum 
(Hampson et al, 2001). Additionally, the regression weights are calculated n times, and can be 
examined for consistency. 

In-lecture example 

In this example, 21 vertical wells are drilled, logged and completed within the area of a 3D seismic 
survey over a period of time into a thick marine shoreface. All of the wells were produced into a 
gathering system with low line pressures. The initial bottom hole pressures for each well are 
recorded. Average three month initial production rates are assembled and averaged. 

If you are a geologist, you create average porosity and net pay estimates from logs. 

If you are a geophysicist, you either (a) use the geologist’s data or create an estimate for porosity 
and net pay in the near wellbore area from the seismic and logs.  

In either case—for the sake of simplicity—the same data values for average porosity and net pay 
will be used. 

Without consulting geological or engineering models, you run off and attempt to identify the 
controls on production. The spreadsheet shown below is the information you assemble. The first 
thing you do is create a series of scatterplots, and although some of these plots are encouraging 
in regard to a data relationship to production rates, the results are inconclusive. 
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In this exercise we shall discuss: 

• What assumptions were made? 

• What were our expectations in regard to a production model? 

• What does this mean we should try in regard to a multivariate solution? 

• Is there an immediate clue that there may be a problem with this data? 

• What would happen if we did work with a geologic model and referenced maps for the 
area? 

• Using geological insight, can we do better? 

• Are there irreducible shortcomings to this data? 

• What does this exercise teach us about the covariance of variables in a multivariate 
system? 

 

Spreadsheet representing the starting data for this example. The IP 90 is the average 90 day 
production rate against a consistent line pressure. 
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Average porosity versus production rates. The scatterplot is visually encouraging, but requires 
further enquiry. 

 

Net pay in meters versus production rates. The apparent correlation from this scatterplot is 
suspect. 
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Pressure versus production, which appears uncorrelated. A lack of correlation between 
production and pressure is unexpected. 

Tutorial- to be done after this talk 

A simple multi-linear regression exercise follows, based on the geoscientific and engineering 
analysis of factors affecting production in the Wilrich in a previously published open-source paper 
(Hunt et al 2014). The data relationships from that paper have been generally maintained, 
however the values have been significantly changed and no longer represent the original work. 
The wells have also been renumbered and sorted to provide extra protection to any potential 
confidentiality concerns. 

The task is to evaluate the controls on production of a tight gas sand play in West Central Alberta 
using geologic, operational and geoscientific data. The data was collected prior to 2014, and is 
presented here in vastly reduced fashion for the purposes of a simple exercise. Many seismic 
measurements have been omitted from this exercise, despite being part of the original study. 

As mentioned earlier, an understanding of the engineering and geology is essential to mindful 
data analysis, and is likely the biggest advantage that human beings bring to the task. With that 
in mind, reviewing the Hunt et al (2014) paper is important. It is open-source and may be 
downloaded here:  

https://drive.google.com/file/d/1XfYTDfxLMPowrv7Qzv1qD1hbAdQ4yQzO/view?usp=sharing  

A key point of the paper is a geologic interpretation. In this interpretation, the tight sand was 
divided into three distinct stratigraphic zones, the uppermost of which was thought from log and 
core analysis as having the best permeability. A prediction was made that despite fracture 

https://drive.google.com/file/d/1XfYTDfxLMPowrv7Qzv1qD1hbAdQ4yQzO/view?usp=sharing
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stimulation, steering the horizontal in the uppermost zone would potentially lead to the best 
production results. The analysis tests that hypothesis and others. 

The data from the paper can be classed into several data types. Each data type comes with a set 
of assumptions necessary for this analysis. These assumptions cannot be generally applied 
elsewhere. The data types and key assumptions are: 

1. Production, or performance data, averaged over different periods of time. Units are 
mmcf/day. The assumptions are that the line pressure is the same for each well, and each 
well is being produced with identical practices. 

2. Engineering data from a Packers Plus completions system and buildup data. The 
assumptions are that each fracture stimulation has identical parameters, sand types, and 
tonnage. This may seem suspicious given the fact that the completion intervals are non-
uniform. 

3. Well-site observational data from drilling. The assumptions here are that the drilling 
operations were conducted identically for each well. 

4. Geosciences data from vertical well control, horizontal drilling interpretation and from 
seismic. The limitations of this data lie in the accuracy and applicability of each data 
estimate. 
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Spreadsheet of data for analysis. 
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The data for this exercise may also be found here in a live spreadsheet that could be input to 
whatever software the attendee desires: 

https://docs.google.com/spreadsheets/d/189KlgwfNRZu6Um-
nKlsjrqOAisfT8IHv/edit?usp=sharing&ouid=114296997736389263734&rtpof=true&sd=true 

The task 

Read the paper, download the spreadsheet above, perform your own analysis with the goal of 
evaluating which parameters control production on the tight sand. Indulge your curiosity. 

A few particulars and questions: 

• You may choose which of the production measures to use, or how to use them. It is worth 
considering alternatives to the methods used in the original paper. 

• Rank the variables in importance. 

• If a multivariate approach is used, evaluate how many (and which) variables are predictive. 

• What are the weaknesses in this data analysis? 

• Should non-linear methods be attempted? 

• Which of the variables are potentially related to production but not useful in a well planning 
sense? 

• How important is the geological model to this work? 

• What does the coal isopach relate to and why is this important? 
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